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Abstract

In this paper, we propose a new 3D visualization tech-
nique for hierarchical information. This technique is

based on the nested box metaphor, a familiar concept
for any users. By using semi-transparent rendering, the

system controls the complexity of the information pre-
sented to the user. With several 3D interaction tech-

niques provided by the system, the user can recognize
and inspect the information structure intuitively. Nor-
mally, the user puts on the VR equipment to use the

system, but the system is also accessible through a con-
ventional CRT display.

1 Introduction

Today, we must face many kinds of information which
are di�cult to represent in 1D or 2D, because they are

too complex and do not �t into the current display's
size and resolution. Examples of such information in-

clude large software structures, database schemes, or-
ganization structures, a huge project's PERT chart,
tra�c control information, and network management.

All of them are huge, and it is quite hard to visualize
them in one or two dimensional space without becom-

ing lost in the detail.

As high performance graphics computers are getting
popular, it becomes reasonable and practical to apply

three dimensional display techniques to visualize com-
plex information. However, although numerical data

visualizations, which mainly attempt to visualize N-
dimensional numeric data, have been well investigated

under the name of \Scienti�c Visualization" for almost
a decade, visualizing non-numerical information in 3D
space, such as hierarchical or networked structures, is

still a new research area and should be explored. Open
problems we must address are as follows:
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� Which visualization scheme is suitable for speci�c

information structures?

� How do we navigate through a large information
space?

� How do we interact with the information in 3D

space?

In this paper, we propose a new 3D visualization
technique of hierarchical information called the Infor-
mation Cube. This technique uses translucent, nested

cubes to represent hierarchical information. With the
aid of three dimensional interaction techniques pro-

vided by the system, the user can manipulate and nav-
igate through the information space quite e�ectively
and intuitively.

The rest of the paper is organized as follows. In

the next section, we summarize previous work about
visualization of hierarchical information. The following
two sections (Section 3, and 4) present our visualization

technique and its user interface. Implementation issues
regarding our system are discussed in Section 5. In

Section 6, we discuss about our technique and other
related issues.

2 Previous Work

In this section, we briey summarize the previous work
regarding information visualization.

Of course, there are many 2D tree layout algorithms
have been proposed to date (for example, [6] or [2]).

A common problem among these, however, is that the
screen space is too limited to display a large tree struc-
ture. These 2D layout schemes force the user to see

structures only partially, or the user must deal with
the shrunk representation. Neither scrolling nor zoom-

ing solves this fundamental problem completely.
The desktop metaphor used in Macintosh Finder [4]

can be regarded as a visualization of a hierarchical
structure. The user can see the lower level information
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by clicking the icon at the higher level (i.e., a window

corresponding to the lower level appears on the screen).
The problem of this method is that the user's desktop
can easily be cluttered. In such a case, the user must

look for the desired window by moving, resizing, rear-
ranging, or closing other windows. The user often lost

consciousness about which window belongs to which
position in the hierarchy. Same information may ap-
pear in two ways { icon and window { simultaneously.

No visual aids are provided to correspond these two
representations.

Robertson et al. proposed a 3D visualization tech-
nique called the Cone Tree [11]. With this technique,

hierarchical information is presented as 3D trees that
look like cones. Each cone's apex corresponds to a

node, and sub nodes are placed at the rim of this cone.
Three dimensional perspective causes a natural �sh-

eye e�ect; the user can bring an interesting sub tree
to the front. Animation is also used to help the user
to recognize information structure. This technique has

clearly shown the e�ectiveness of 3D information visu-
alization.

However, as the authors themselves pointed out in
their paper, this technique becomes less e�ective when

information is balanced, or when the nesting level is
too deep. In these cases, the resultant image becomes

too complex and less understandable even with the 3D
perspective e�ect and interactive animation.

Another problem of this method is that its layout
scheme is not truly three dimensional. Suppose that

we have only two levels hierarchical information; one
top-level node and 100 second level nodes. The resul-
tant visual is a cone with top node at its apex and

other nodes at its rim. Although the entire structure
is visually understandable, to see every node in the sec-

ond level, the user must rotate the cone 360 degree and
check each node one by one. Such situation is essen-

tially a rather expensive simulation of 1D item lists,
such as Rolodex or Macintosh's list manager.

Johnson and Shneiderman's Tree-Map is another
visualization technique of hierarchical structure [5].

Tree-Map represents hierarchical information as nested
2D boxes. Inner boxes, which correspond to lower level
information, are stu�ed in an outer box, which cor-

responds to higher level information. This technique
uses screen space quite e�ectively, because neither ad-

ditional graphics (e.g., the arc between a parent node
and a child node) nor additional space (e.g., the space
between a subtree and a subtree) is required.

Although having such advantages, its nested repre-

sentation is hard to understand. The user must pay
much attention to distinguish which box belongs to
which level. As the number of levels or the number of

items increases, resultant image becomes a very com-
plicated. One reason of this problem is that the Tree-

Map is too eager to utilize the screen space as the

contents of information, thus the structural cue less
appeals to the user. No redundancy of this method
makes it di�cult to the user.

3 The Information Cube

The Information Cube is a 3D visualization technique

of hierarchical information. With this technique, infor-
mation is visualized as nested cubes. The outermost

cube corresponds to the top level data, while the next
level data are represented as the cubes in the outer-

most cube. Each second level cube contains third level
cubes, and so on. Each cube has title on its surface.
Terminal data (which have no subsidiary data) are pre-

sented as tiles with labels on their surfaces.

The system displays these cubes in 3D. Either head-
mounted display (HMD) or conventional CRT can be

used to display the image. The user can rotate or move
the cube with his/her hand (using a DataGlove), and

can select one cube and navigate toward it for detailed
inspection. Each cube is rendered in semi-transparent

color, so the user can easily see the inside of the cubes.

Figure 1 is a snapshot of the system displaying a
simple example which is used in [5]. Figure 2 is a more

practical example which represents a Unix's directory
hierarchy. Though this example contains about 1500
�les and 50 directories, it nicely �ts into the screen.

The metaphor used here is quite simple and natural.
Virtually no e�ort is required for users to understand
the meaning of the visualization, because we are quite

familiar with the concept and the usage of a box { as a
container { in our daily lives. In addition, a cube can

contain arbitrary 3D objects. For example, Figure 3
shows a cube containing a 3D networked structure. In
this way, the Information Cube is also a useful tech-

nique for organizing arbitrary 3D objects in a hierar-
chy.

3.1 Controlling Transparency

As shown in �gure 1 and 2, the surfaces of the cubes

are rendered with semi-transparent color. This trans-
parency allows the user to see the inside, while hiding
inner information gradually. If the surfaces are totally

transparent (i.e., drawing cubes as wire frames), the
image becomes too complicated to understand. On the

other hand, if the surfaces are opaque, the user can only
see the outermost cube; inner information becomes in-

visible. Semi-transparent rendering solves these two
problems simultaneously. By using semi-transparent
surfaces, the system can control the complexity of the

information that appears on the screen. Even when the
level of hierarchy is very deep, the complexity of the
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Figure 1: The Information Cube (Stereogram)

Figure 2: Displaying a Unix directory structure using the Infomation Cube
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Figure 3: A cube containing a 3D graph

screen image is maintained reasonably, because inner
level images are fogged out gradually.

Using transparency to represent a nested hierarchy

is quite natural. The user can easily see which cube
contains which cube. Semi-transparent surfaces sepa-
rate higher and lower information clearly, without hid-

ing the information. This feature makes possible for
the user to see and manipulate complex hierarchical

structures, because complexity of the screen image is
always maintained at a reasonable level. In addition,

semi-transparent surfaces can convey several kinds of
additional information. For example, the system can
represent accessibility, changing rate, or importance of

the information by its transparency.

Though using transparency in 3D graphics is not
new1, we believe that applying transparency to repre-

sent information structures is a novel and useful idea.
Another possible usage of transparency in information

visualization is to represent a group (aggregation) of
information. For example, Figure 3, which is a visu-
alization of a network structure representing a docu-

ment database, uses semi-transparent spheres to rep-
resent aggregated nodes (a node which is comprised of

nodes). The user can see inside easily, without losing
the notion of the group.

1In fact, volume visualization, for example, often uses translu-

cent/transparent objects to represent numeric data.

Figure 4: Same Information of Figure 2 without Semi-

Transparent Rendering
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3.2 Object Layout

Since the Information Cube represents a hierarchical

information structure, cubes may contain sub-cubes.
We need some kind of layout algorithm to determine

the location of each cube.

There are several algorithms to pack sub-cubes into
the parent cube. An optimal layout that minimizes the

amount of spaces is known as \Knapsack Problem" or
\Bin Packing Problem." However, we consider such
optimal packing is not necessary in our system for sev-

eral reasons. Optimal packing is quite time consuming
(i.e., NP complete), so it is not suitable for interactive

applications. When cubes are packed up too tightly,
the user has di�culty to see the inside even if each
cube is transparent. On the contrary, some redundancy

helps the user; a space between cubes helps the user to
look behind cubes.

According to the above reasons, current our imple-

mentation uses a simple two-path algorithm to layout
cubes. The policy of this algorithm is as follows. Dur-

ing the �rst path, each cube's size is calculated by sum-
ming up subsidiary's size recursively. In the second
path, the algorithm determines each cube's location.

To keep the total size of the cubes reasonable, we

reduce the scaling factor for the inner levels. For
instance, the outermost (top level) cube is scaled to

100%, while cubes belong to the next level are scaled
to 90%, the third level is scaled to 81%, and so on.
When the user focused on the speci�c level, the system

automatically re-scales the cubes so that every level
looks like to be scaled uniformly.

4 Interaction Techniques

To manipulate the information stored in the Informa-
tion Cube, we use a DataGlove [15] as an interaction

device. The DataGlove is mainly used for two pur-
poses, rotation and selection.

4.1 Object Rotation

To give the user a good insight into the 3D structure,
we provide a stereoscopic view (via EyePhone) and mo-
tion parallax (by tracking the user's head). Interactive

rotation also gives a strong cue to the 3D structure, so
the system also supports it. In daily life, people always

examine an item in their hands by rotating it. Interac-
tive rotation is also known to be e�ective in inspecting

objects in 3D-CAD systems. In addition, this method
can also be used to move an interesting object to the
front.

While the user is making a \grab" gesture with the

DataGlove, the orientation of the cube is directly con-
nected to the orientation of the glove. The user can

ISOTRAK

Selected Object

Figure 5: Rotating cubes

rotate the cube freely by rotating the hand. The user

can also change the location of the cube by moving the
hand. The interaction is quite natural and it seems as if
the user is grabbing the cube with the hand. When the

user releases the cube, the orientation and the location
are determined.

4.2 Object Selection

By using the Information Cube, the user can see the
entire hierarchical structure from the outside; the semi-

transparent surface allows the user to see inside the
cube. However, when the user wants to inspect the

Figure 6: Object Selection
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lower-level information more closely, the user needs to

go inside the cube.

To accomplish this, we provide a focus operation,
which is analogous to Unix's \cd" (change directory)

command. To focus a cube, the user points at one
of the neighborhood cubes and issues a \select" ges-

ture. When the system selects the focused cube, the
user moves toward the position at which the user can
see the entire shape of the focused cube. Hence this

method also works as a navigation method. The eye
position after selection is close enough to inspect the

inside the focused cube, but is not inside the cube so
as to preserve the context of the selected cube in a hi-
erarchy. Scaling is also applied automatically so that

the user can see the small cube easily.

The translation and scaling do not occur suddenly.

Instead, the system animates the transition smoothly,
so that the user does not feel disorientated after chang-

ing the focus. To present this transition more natu-
rally, the system controls the speed of the animation.
We use slow-in-slow-out control, which has been exten-

sively used in many cartoon �lms to animate a char-
acter's motion. With this velocity control, the initial

and �nal speed is slow and intermediate speed is fast.
The user feels that the motion is controlled by natural
acceleration and deceleration.

The focused cube is visually enhanced by lowering
other cubes' brightness and opacity slightly. The ro-

tation center is also set at the center of the focused
cube, so the user can turn the entire world around the
focused cube.

Unlike Unix's \cd" command, the outside world
of focused cube is still visible (because of its trans-

parency), and the user can point outside cube to change
focus. This feature prevents the user from losing con-
text awareness 2. As a result, navigating around the

hierarchy is much smoother than that of Unix's cd.

As a pointing method, we use an interaction tech-

nique called the spotlight selection, which was invented
by Liang as a selection method for 3D-CAD systems[7].
With this method, a virtual ray is emitted from the

user's hand along the orientation of the hand. When
the ray hits an object, it becomes a candidate for se-

lection. The user con�rms the selection by making a
\select" gesture. To make small or distant objects eas-

ier to select, a virtual spotlight is also emitted along
the ray. When the ray does not hit any object, then
objects that touch the spotlight (which is a cone) be-

come candidates for the selection. If more than one ob-
ject touches the cone, a variant of Liang's anisotropic

metric is used to decide which object becomes the can-
didate.

2Zuo et al. claims similar advantage in their 2D visualization

system for hierarchical network structures [16].

5 Implementaion Issues

The Information Cube is implemented on top of the
Mimimal Reality (MR) Toolkit[3, 12] with the IRIS

GL graphics library [13]. The MR Toolkit is a platform
system for Virtual Reality (VR) applications, which is

developed at the University of Alberta.

Although the Information Cube's implementation

uses high-end graphics capabilities such as texture
mapping and alpha blending, more than 1000 nodes
can be displayed in real time. For instance, the Unix

directory example (see Figure 2), which contains 1500
�les and 10 levels, can be displayed at approximately

8 frames per second on the Silicon Graphics IRIS
4D/VGX workstation.

In order to gain performance, the system does not

display all data but omits some lower level informa-
tion (e.g., labels of lower level leaf objects are not dis-

played). The fogging out e�ect of transparent render-
ing makes such omission less noticeable to the user.

5.1 Semi-Transparent Rendering

In general, drawing translucent 3D objects is not a triv-
ial task. The implementer must control the order of
rendering correctly for himself, because Z-bu�er does

not help when rendering transparent objects. There
are several studies on this subject such as [8]. Some

volume rendering systems generate semi-transparent
objects by using ray-tracing algorithm. Though its re-
sults are very �ne, ray-tracing is too cost intensive and

not suitable for interactive applications.

In our case, however, cubes may be nest, but never

intersect each other. By this reason, we can determine
the order of drawing by applying depth sort recursively

for each level of hierarchy. If cubes are drawn in right
order, Z-bu�er also works well for translucent objects,
as well as solid objects.

Labels on the cubes are also translucent. To achieve
translucent character rendering in 3D, the system uses

texture mapping. The system prepares one texture
data (currently, we use 256� 256 pixels) that contains
all characters's shapes (glyphs), and this data is used as

a character generator. To draw each character on the
speci�c surface at the speci�c transparency, the area in

the texture data which contains one character's glyph
is mapped onto the surface of the cube. This technique

achieves fast rendering of semi-transparent characters
with arbitrary size, orientation, intensity, and color.

5.2 Display Devices

Our system supports both a head mounted display

(EyePhone) and a conventional CRT. The user can se-
lect one of them at a startup time. In either case, the
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DataGlove is used as an input device.

While using CRT, another 6D input device (3SPACE
Isotrak[9]) is used to change the position and orienta-

tion of the eye position (this is similar to the eyeball in
hand metaphor, which is described in [14]). Normally,
the user puts on the DataGlove on his right hand, while

the left hand controls the eye position.

6 Discussions

In this section, we discuss the e�ectiveness of the In-
formation Cube.

6.1 Applications

Currently, we are testing the e�ectiveness of Infor-

mation Cube with three simple applications; they are
the Unix directory browser, the C++ class hierarchy

browser, and the Usenet news group browser. All of
them share the same visualization program, and only

data retrieval parts that extract hierarchical informa-
tion from actual data are di�erent.

Another experimental example we have developed is
the multiple cube world which represents an \informa-
tion city" where every building in the city is some kind

of information. In this example, several kinds of infor-
mation described above are represented as cubes and

are placed on a large at area. The user can y by or
walk around this area and can approach to an inter-
esting data object. Since every cube is represented as

semi-transparent, the user can see inside even from the
distance. To move around large data space, a 3D nav-

igation method called the NaviGrid[10], which is also
developed by us, can be used.

Possible other applications include visual interfaces
to information retrieval systems such as Gopher, a large

organization chart, and an electric library database.

6.2 Comparison to other systems

One clear advantage over Robertson et al's Cone
Tree [11], is that the Information Cube can contain
a large number of childres objects, because its layout

scheme is truly three dimensional. For example, even
1000 sub objects can be placed as a 10�10�10 grid and

its visualization still looks reasonable. On the other
hand, placing 1000 objects at the rim of the cone yields

an unnaturally spreading shape.

Semi-transparent surfaces separate higher and lower

information clearly, without hiding the information.
This feature makes possible to the user to see and ma-
nipulate very huge and complicated hierarchical struc-

ture, because complexity of the screen image is always
maintained reasonable.

Even for a balanced hierarchical structure, where the

ConeTree generates a less understandable image, the
Information Cube can produce an asymmetric image so
that the user can recognize the structure easily. This

feature is further enhanced by the interactive rotation
that the system also provides. Moreover, the image

generated by the system is unique to the information's
structure, because the size of the cube roughly reects
the amount of data being contained, and their aspect

ratios are not always equal. This unique scene gives a
user a good clue for remembering where the informa-

tion is stored in a hierarchy.

6.3 Interaction

Interactive rotation certainly helps the user to recog-
nize the information structure. Based on our experi-

ence, this dynamic cue is much stronger than the static
stereoscopic cue.

One trick used here is that we restrict the rotation

about only Z-axis (vertical axis). In our early imple-
mentation, we allowed free rotation (in any directions)

by the hand, which caused disorientation to the user.
The user tended to be confused about the positional
relationship among cubes. We think that allowing too

many degrees of freedom sometimes confuses the user.
To eliminate this problem, we only use the rotation

about the axis of the forearm and connect it to the
cube's Z-axis. Other elements of rotation are simply
ignored. The result is quite successful.

This restriction is also adequate from the human er-

gonomics point of view. The rotation about the fore-
arm is much easier than other rotations. It also helps

the user to control the orientation and the position si-
multaneously. Since the system ignores rotation about

axes other than the object's Z-axis, the user can take
a natural posture to do rotation.

6.4 HMDs vs. CRTs

Since our system both supports HMD and CRT, we

could compare HMD and CRT as a display device for
information visualization.

We must admit that the resolution of the current

HMDs is not enough for information visualization. For
example, the number of pixels of HMDs is only about
1/20 of those of CRTs used with popular workstations.

Color resolution of HMDs is also not good, that makes
hard for the user to recognize subtle transparent ob-

jects, even if they appear on the CRT quite clearly.

Regarding interaction, however, we also felt a great
potential of HMDs. HMD's head-coupled, binocular
images certainly make manipulation easier. Especially,

when the user selects an object by his hand (with the
spotlight selection), we observed the HMD helps the
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user, because this task requires a correct recognition of

the position and the orientation of the spotlight in the
3D space.

7 Conclusion

In this paper, we propose a new 3D visualization tech-
nique for hierarchical structures. New ideas used in

this technique are

� the nested box metaphor for visualizing large hier-

archical structures. which is natural and familiar.

� semi-transparent rendering, which controls the
complexity of the information on the screen.

� 3D interactive techniques for navigating and ma-
nipulating the information space.

We actually implemented a 3D visualization system
called the Information Cube, based on ideas described

in this paper. Informal experience shows this technique
is e�ective and usable. We observed that the interac-
tivity (such as rotation and zooming) provided by the

system particularly enforced the user's understanding.
We strongly believe that a 3D visualization coupled

with e�ective interactive techniques is the promising
area of future information systems.
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